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Abstract

[ RFC7432] describes nmechanismto el ect designated forwarder (DF) at
the granularity of (ESI, EVI) which is per VLAN (or per group of
VLANs in case of VLAN bundl e or VLAN aware bundl e service). However,
the current level of granularity of per-VLAN is not adequate for sone
applications.[I-D.ietf-bess-evpn-df-election-framework] inmproves base
line DF el ection by introduci ng HRW DF el ecti on.
[I-D.ietf-bess-evpn-ignp-m d-proxy] introduces applicability of EVPN
to Multicast flows, routes to sync themand a default DF el ection.
Thi s docunent is an extension to HRW base draft
[I-D.ietf-bess-evpn-df-election-framework] and further enhances HRW
algorithmfor the Miulticast flows to do DF election at the
granularity of (ESI, VLAN, Mast flow).

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engi neering
Task Force (I1ETF). Note that other groups may al so distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunents valid for a maxi num of six nonths
and may be updated, replaced, or obsoleted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft will expire on Decenber 30, 2018.
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1. Introduction

EVPN based All-Active multi-homng is becom ng the basic building

bl ock for providing redundancy in next generation data center

depl oynents as well|l as service provider access/aggregati on networks.

[ RFC7432] defines the role of a designated forwarder as the node in

t he redundancy group that is responsible to forward Broadcast,

Unknown uni cast, Multicast (BUM traffic on that Ethernet Segnent (CE
device or network) in All-Active nulti-hom ng.

The default DF el ection nechanismallows selecting a DF at the
granularity of (ES, VLAN) or (ES, VLAN bundle) for BUMtraffic.

While [I-D.ietf-bess-evpn-df-election-franmework] inprove on the
default DF el ection procedure, some service provider residential
applications require a finer granularity, where whole nmulticast flows
are delivered on a single VLAN
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Figure 1. Miulti-hom ng Network of EVPN
for | PTV depl oynents

Consi der the above topol ogy, which shows a typical residential

depl oynment scenario, where nultiple receivers are behind an all -
active nmultihom ng segnents. Al of the nmulticast traffic is

provi sioned on EVI-1. Assune PE-2 get elected as DF. According to
[ RFC7432], PE-2 will be responsible for forwarding nulticast traffic
to that Ethernet segnent.

o Forcing sole data plane forwarding responsibility on PE-2 is a
[imtation in the current DF el ection nechanism The topol ogy at
Figure 1 woul d al ways have only one of the PE to be elected as DF
irrespective of which current DF el ection nechanismis in use
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defined in [ RFC7432] or
[1-D.ietf-bess-evpn-df-election-franmework].

o0 The problem may al so manifest itself in a different way. For
exanpl e, ACl happens to use 80% of its avail able bandwi dth to
forward unicast data. And now there is need to serve nulticast
receivers where it would require nore than 20% of ACl bandw dt h
In this case, ACl becones oversubscribed and multicast traffic
drop woul d be observed even though there is al ready another |ink
(AC2) present in network which can be used nore efficiently | oad
bal ance the nmulticast traffic.

In this docunent, we propose an extension to the HRWbase draft to
all ow DF el ection at the granularity of (ESI, VLAN, Mast flow) which
woul d allow multicast flows to be better distributed anong redundancy
group PEs to share the | oad.

2. Term nol ogy

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "MAY", and "OPTIONAL" in this
docunment are to be interpreted as described in [ RFC2119]

Wth respect to EVPN, this docunent follows the term nology that has
been defined in [ RFC7432] and [ RFC4601] for nulticast term nol ogy.

3. The DF El ection Extended Comunity

[I-D.ietf-bess-evpn-df-election-framework] defines an extended
community, which would be used for PEs in redundancy group to reach a
consensus as to which DF election procedure is desired. A PE can
notify other participating PEs in redundancy group about its
willingness to support Per nulticast flow base DF el ection capability
by signaling a DF el ection extended conmmunity al ong with Ethernet-
Segnent Route (Type-4). The current proposal extends the existing
extended community defined in
[1-D.ietf-bess-evpn-df-election-framework]. This draft defines new a
DF type.

o DF type (1 octet) - Encodes the DF Election al gorithm val ues
(between 0 and 255) that the advertising PE desires to use for the
ES.

* Type 0: Default DF Election algorithm or nodul us-based
algorithms in [ RFC7432].

* Type 1. HRWalgorithmdefined in
[I-D.ietf-bess-evpn-df-election-frameworKk]
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* Type 2: Handshake defines in
[I-D.ietf-bess-evpn-fast-df-recovery]

*  Type 3: Time-Synch defined in
[I-D.ietf-bess-evpn-fast-df-recovery]

* Type 4: HRWbase per (S,G nulticast flow DF el ection
(explained in this docunent)

* Type 5: HRWbase per (*, G nulticast flow DF el ection
(expl ained in this docunent)

*  Type 6 - 254: Unassi gned
*  Type 255: Reserved for Experinental Use.

o The [I-D.ietf-bess-evpn-df-election-framework] describes encodi ng
of capabilities associated to the DF el ection al gorithm using
Bitmap field. Wen these capabilities bits are set along wth the
DF type-4 and type-5, they need to be interpreted in context of
this new DF type-4 and type-5. For exanple, consider a scenario
where all PEs in the sanme redundancy group (sane ES) can support
both AC-DF, DF type-4 and DF type-5 and receive such indications
fromthe other PEs in the ES. In this scenario, if a VLANis not
active in a PE, then the DF election procedure on all PEs in the
ES should factor that in and exclude that PE in the DF el ection
per multicast flow

o0 A PE SHOULD attach the DF el ection Extended Community to ES route
and Extended Comunity MJST be sent if the ESis locally
configured for DF type Per Multicast flow DF election. Only one
DF El ecti on Extended community can be sent along with an ES route.

o Wien a PE receives the ES Routes fromall the other PEs for the
ES, it checks if all of other PEs have advertised their desire to
proceed by Per multicast flow DF election. |If all peering PEs
have done so, it perforns DF election based on Per nulticast flow
procedure. But if:

* There is at | east one PE which advertised route-4 ( AD per ES
Rout e) which does not indicate its capability to perform Per
mul ti cast flow DF election. OR

* There is at |east one PE signaling single active in the AD per
ES route
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it MUST be considered as an indication to support of only Default
DF el ection [RFC7432] and DF el ection procedure in [RFC7432] MJST
be used.

4. HRWbase per nulticast flow EVPN DF el ection
Thi s docunment is an extension of
[1-D.ietf-bess-evpn-df-election-framework], so this draft does not
repeat the description of HRWal gorithmitself.
EVPN PE does the discovery of redundancy groups based on [ RFC7432].
I f redundancy group consists of N peering EVPN PE nodes, after the
di scovery all PEs build an unordered Iist of |IP address of all the
nodes in the redundancy group. The procedure defined in this draft
does not require the list of PEs to be ordered. Address [i] denotes
the | P address of the [i]Jth EVPN PE in redundancy group where (0 <
<= N).

4.1. DF election for 1GW (S, G nenbership request
The DF is the PE who has maxi mum wei ght for (S, G V, Es) where
o S - Milticast Source
o G- Milticast Goup
o V - VLAN ID
o Es - Ethernet Segnent Ildentifier

Address[i] is address of the ith PE. The PEs |P address |ength does
not matter as only the |lower-order 31 bits are nodul o significant.

1. Weight
* The weight of PE(i) to (S, G VLAN ID, Es) is calcul ated by
function, weight (S,GV, Es, Address(i)), where (0 <i <= N),
PE(i) is the PE at ordinal i.

* \Wight (S, GV, Es, Address(i)) = (1103515245.
((1103515245. Address(i) + 12345) XOR XS, G V, ESI)) +12345) (nod

27 31)
* |n case of tie, the PE whose IP address is nunerically |east
i s chosen.
2. D gest
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* DS, GV, Es) = CRC_32(S, GV, Es)
* Here D(S,GV,Es) is the 31-bit digest (CRC 32 and discarding
the MSB) of the Source IP, Goup IP, Vian ID and Es. The CRC
MJST proceed as if the architecture is in network byte order
(bi g- endi an).
4.2. DF election for 1GW (*, G nenbership request
The DF is the PE who has nmaxi mum wei ght for (G V, Es) where
o G- Milticast Goup
o V - VLAN ID.

o Es - Ethernet Segnment Identifier

Address[i] is address of the ith PE. The PEs |IP address | ength does
not matter as only the |ower-order 31 bits are nodul o significant.

1. Weight
*  The weight of PE(i) to (G VLAN ID, Es) is calcul ated by
function, weight (GV, Es, Address(i)), where (0 <i <= N),
PE(i) is the PE at ordinal i.

* \Wight (GV, Es, Address(i)) = (1103515245.
((1103515245. Address(i) + 12345) XOR D(G V, ESI))+12345) (nod

2731)
* In case of tie, the PE whose IP address is nunerically |east
i s chosen.
2. Digest

* D(GV, Es) = CRC 32(G V, Es)

* Here D(G V,Es) is the 31-bit digest (CRC 32 and discarding the
MSB) of the Group IP, Vian ID and Es. The CRC MJST proceed as
if the architecture is in network byte order (big-endian).

4.3. Default DF election procedure

Per multicast DF el ection procedure would be applicable only when
host behind Attachnent G rcuit (of the Es) start sending | GW
nmenber shi p requests. Menbership requests are synced using procedure
defined in [I-D.ietf-bess-evpn-ignp-nld-proxy], and each of the PE in
redundancy group can use per flow DF election and create DF state per
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5.

mul ticast flow The HRWDF el ection "Type 1" procedure defined in
[1-D.ietf-bess-evpn-df-election-framework] MJST be used for the Es DF
el ecti on and SHOULD be perfornmed on Es even before | earning nulticast
nmenber ship request state. This default election procedure MIST be
used at port level but will be overwitten by Per flow DF election as
and when new nenbership request state are |earnt.

Procedure to use per nulticast flow DF el ection algorithm

Mul ti cast Source

Fomm e +
oo + PE-4 oo +
I I I I
I e + I
I I
| EVPN CORE |
I I
I I
I I
N . + N + N +
| PE-1  4-------- + PE-2 A--------- + PE-3 |
| EVI-1 | | EVI-1 | | EVI-1 |
Fomm e + Fomm e + Fomm e +
I I
AC-1 ESI -1 | AC 2 AC- 3
N +
| CE1 |
I I
Fomm e +
I
I
|
Mul ti cast Receivers

Figure-2 : Miltihoned network

Fi gure-2 shows multi homed network. Were EVPN PE-1, PE-2, PE-3 are
mul ti honmed to CE-1. Miltiple nmulticast receivers are behind al
active nultihom ng segnent.

1. PEs connected to the sane Ethernet segnent can automatically
di scover each other through exchange of the Ethernet Segnent
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6.

4.

Route. This draft does not change any of this procedure, it
still uses the procedure defined in [ RFC7432].

Each of the PEs in redundancy group adverti se Ethernet segment
route with extended conmunity indicating their ability to
participate in per nulticast flow DF el ection procedure. Since
Per multicast flow would not be applicable unless PE | earns about
menber shi p request fromreceiver, there is a need to have the
default DF el ection anong PEs in redundancy group for BUM
traffic. Until multicast nenbership state are learnt, we use the
the DF el ection procedure in Section 4.3, nanely HRW per (v, ES)
as defined in [I-D.ietf-bess-evpn-df-election-franmework]

When a receiver starts sendi ng nenbership requests for (sl1,gl),
where s1 is multicast source address and gl is multicast group
address, CE-1 could hash nenbership request (IGW join) to any of
the PEs in redundancy group. Let’s consider it is hashed to PE-
2. [I-D.ietf-bess-evpn-ignmp-m d-proxy] defines a procedure to
sync |GW join state anong redundancy group of PEs. Now each of
t he PE woul d have information about nenbership request (si,gl)
and each of themrun DF el ection procedure Section 4.1 to el ect
DF anong participating PEs in redundancy group. Consider PE-2
gets elected as DF for nulticast flow (sl1,gl).

1. PE-1 forwarding state would be nDF for flow (sl1,gl) and DF
for rest other BUMtraffic.

2. PE-2 forwarding state would be DF for flow (sl1,gl) and nDF
for rest other BUMtraffic.

3. PE-3 forwarding state would be nDF for flow (s1,gl) and rest
other BUMtraffic.

As and when new mnul ticast nenbershi p request cones, sane
procedure as above woul d conti nue.

If Section 3 has DF type 4, For nenbership request (S, G it MJIST
use Section 4.1 to elect DF anong participating PEs. And

menber ship request (*, G MJST use Section 4.2 to el ect DF anong
parti ci pating PEs.

Triggers for DF re-election

There are nmultiple triggers which can cause DF re-election. Sone of
the triggers could be

1

Local ES going down due to physical failure or configuration
change triggers DF re-election at peering PE
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10.

2. Detection of new PE through ES route.
3. AC going up / down

4. ESI change

5. Renote PE renoved / Down

6. Local configuration change of DF el ection Type and peering PE
consensus on new DF Type

Thi s docunent does not provide any new nechanismto handl e DF re-

el ection procedure. It uses the existing nmechanismdefined in

[ RFC7432] . \Wenever either of the triggers occur, a DF re-election
woul d be done. and all of the flows would be redistributed anong
exi sting PEs in redundancy group for ES.

Security Considerations

The sane Security Considerations described in [ RFC7432] are valid for
t hi s document.
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