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Abstract

Thi s docunment recommends that networks provide general -purpose end
hosts with nultiple global addresses when they attach, and descri bes
the benefits of and the options for doing so.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I1ETF). Note that other groups may al so distribute
wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at http://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunents valid for a maxi mum of six nonths
and nmay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft will expire on February 1, 2016.
Copyright Notice

Copyright (c) 2015 I ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the I ETF Trust’s Legal
Provisions Relating to | ETF Docunents
(http://trustee.ietf.org/license-info) in effect on the date of
publication of this docunent. Please review these docunents
carefully, as they describe your rights and restrictions with respect
to this docunent. Code Conponents extracted fromthis docunent rmnust
include Sinplified BSD License text as described in Section 4.e of
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the Trust Legal Provisions and are provided w thout warranty as
described in the Sinplified BSD License.
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1. | nt roducti on

I n nost aspects, the IPv6 protocol is very simlar to IPv4. This
simlarity can create a tendency to think of I1Pv6 as 128-bit |Pv4,
and thus | ead network designers and operators to apply identical

configurations and operational practices to both. This is generally

a good thing because it eases the transition to | Pv6 and the
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operation of dual-stack networks. However, in sone areas it can | ead

to carrying over | Pv4 practices that are not appropriate in |IPv6 due

to significant differences between the protocols.

One such area is I P adressing, particularly |IP addressing of hosts.
This is substantially different because unlike |IPv4 addresses, |Pv6

addresses are not a scarce resource. In I Pv6, each link has a

virtually unlimted anount of address space [RFC7421]. Thus, unlike

| Pv4, 1Pv6 networks are not forced by address availability

consi derations to assign only one address per host. On the other
hand, assigning nultiple addresses has many benefits including
application functionality and sinplicity, privacy, future

applications, and the ability to deploy the Internet w thout the use
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2.

of NAT. Assigning only one |IPv6 address per host negates these
benefits.

Thi s docunment describes the benefits of assigning nultiple addresses
per host and the problenms with not doing so. It recomends that

net wor ks provi de general - purpose end hosts with multiple global
addresses when they attach, and lists current options for doing so.

1. Requirenents Language

The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ RFC2119].

Common | Pv6 depl oynent nodel

I Pv6 is designed to support nultiple addresses, including nmultiple
gl obal addresses, per interface ([ RFC4291] section 2.1, [RFC6434]
section 5.9.4). Today, many general -purpose | Pv6 hosts are
configured with three or nore addresses per interface: a |link-I|ocal
address, a stable address (e.g., using EU-64 or [ RFC7217]), one or
nore privacy addresses [ RFC4941], and possibly one or nore tenporary
or non-tenporary addresses assigned using DHCPv6 [ RFC3315].

In nost general - purpose | Pv6 networks, including all 3GPP networks
(see [ RFC6459] section 5.2) and Ethernet and W-Fi networks using
SLAAC [ RFC4862], |1 Pv6 hosts have the ability to configure additional
| Pv6 addresses fromthe link prefix(es) w thout explicit requests to
t he net worKk.

Benefits of multiple addresses

Today, there are many host functions that require nore than one IP
address to be available to the host:

o Privacy addressing to prevent tracking by off-network hosts (e.g.,
[ RFC4941]).

o Miltiple processors inside the sane device. For exanple, in many
nobi | e devices both the application processor and baseband
processor need to communicate with the network, particularly for
recent technol ogies |ike ePDG

o0 Extending the network (e.g., tethering).

0 Running virtual machi nes on hosts.
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o Translation-based transition technol ogies such as 464XLAT t hat
provide | Pv4 over IPv6. Current inplenentations require the
avai lability of a dedicated |IPv6 address in order to determ ne
whet her i nbound packets are translated or native.

o ILA("ldentifier-Ilocator addressing"):
https://tools.ietf.org/htm /draft-herbert-nvo3-ila

o Future applications (e.g., per-application |IPv6 addresses, such as
described in [ TARP]).

Exanpl e of how the availability of nultiple addresses per host has
al ready all owed substantial depl oynent of new applications w thout
explicit requests to the network are:

0 464XLAT [RFC6877]. 464XLAT is usually deployed within a particul ar
network operator’s network, but there are depl oynent nodels where
the PLAT is provided as a service by a different network (e.g.,
<http://ww. j pi x.ad. ] p/en/servicel/ipvbv4. htm >)

o /64 sharing [RFC7278]. This was a way to provide |IPv6 tethering
wi t hout needing to wait for network operators to depl oy DHCPv6 PD,
which is only available in 3GPP rel ease 10.

4. Problens with assigning a |limted nunber of addresses per host

Assigning a limted nunber of addresses per host inplies that
functions that require nultiple addresses will either be unavail abl e
(e.g., if the network provides only one | Pv6 address per host, or if
the host has reached the Iimt of the nunber of addresses avail able),
or that the functions will only be available after an explicit
request to the network is granted. The necessity of explicit
requests has the foll ow ng drawbacks:

0 Increased | atency, because a provisioning operation, and possibly
human i ntervention wth an update to the service | evel agreenent,
nmust conplete before the functionality is avail able.

0 Uncertainty, because it is not known in advance if a particul ar
operation function will be avail abl e.

o Conplexity, because inplenentations need to deal with failures and
sonmehow present themto the user. Failures may manifest as
ti meouts, which may be slow and frustrating to users.

0o Increased |oad on the network’s provisioning servers.
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Some operators may desire to configure their networks to limt the
nunber of |Pv6 addresses per host. Reasons m ght include hardware
[imtations (e.g., TCAM or nei ghbour cache table size constraints),
operational consistency with IPv4 (e.g., an |IP address managenent
systemthat only supports one address per host), or business nodel s
(e.g., a desire to charge the network’s users on a per-device basis).

5. Overcomng limts using Network Address Transl ation

These limts can nostly be overcome by end hosts by using NAT, and
indeed in I Pv4 nost of these functions are provided by using NAT on
the host. Thus, the limts could be overcone in IPv6 as well by

i mpl ementing NAT66 on the host.

Unfortunately NAT has wel | - known drawbacks. For exanple, it causes
application conplexity due to the need to inplenent NAT traversal.

It hinders devel opnent of new applications. On nobile devices, it
reduces battery life due to the necessity of frequent keepalives,
particularly for UDP. Applications using UDP that need to work on
nost of the Internet are forced to send keepalives at |east every 30
seconds <http://ww.ietf.org/proceedi ngs/ 88/slides/slides-88-tsvarea-
10. pdf >. For exanple, the QUI C protocol uses a 15-second keepalive
[I-D. tsvwg-quic-protocol]. Oher drawbacks are described in

[ RFC2993]. VWhile IPv4 NAT is inevitable due to the limted anount of
| Pv4 space avail able, that argunent does not apply to I Pv6. Quidance
fromthe 1AB is that deploynent of |IPv6 NAT is not desirable

[ RFC5902] .

If networks that provide limted anobunt of addresses becone w dely
depl oyed, then the desire to overcone the problens listed in
Section 4 wthout disabling any features may result in operating
system manufacturers inplenenting | Pv6 NAT

This is not a desirable outcone. It is not desirable for users
because they may experience application brittleness. It is likely
not desirable for network operators either, as they may suffer higher
support costs, and even when the decision to assign only one | Pv6
address per device is dictated by the network’s busi ness nodel, there
may be little in the way of increnental revenue, because devices can
share their I Pv6 address with other devices. Finally, it is not
desirable for operating system manufacturers and application

devel opers, who will have to build nore conplexity, |engthening

devel opnent tinme and/or reducing the tinme spent on other features.

I ndeed, it could be argued that the main reason for deploying |IPv6,

i nstead of continuing to scale the Internet using only |IPv4d and
| arge-scal e NAT44, is because doing so can provide all the hosts on
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the planet with end-to-end connectivity that is limted not by
technical factors but only by security policies.

6. Options for obtaining nore than one address
Mul tiple I Pv6 addresses can be obtained in the foll ow ng ways:

0 Using Statel ess Address Autoconfiguration [ RFC4862]. SLAAC all ows
hosts to create gl obal |Pv6 addresses on demand by sinply formng
new addresses fromthe gl obal prefix assigned to the |ink.

o0 Using stateful DHCPv6 address assignnment [RFC3315]. Most DHCPv6
clients only ask for one non-tenporary address, but the protocol
all ows requesting nultiple tenporary and even mnultiple non-
tenporary addresses, and the server could choose to assign the
client multiple addresses. It is also possible for a client to
request additional addresses using a different DU D. The DHCPv6
server will decide whether to grant or reject the request based on
i nformati on about the client, including its DU D, MAC address, and
SO0 on.

o DHCPv6 prefix delegation [RFC3633]. DHCPv6 PD allows the client
to request and be delegated a prefix, fromwhich it can
aut ononmously form ot her addresses. The prefix can al so be
hi erarchically del egated to downstreamclients, or, if it is a
/64, it be reshared with downstreamclients via ND proxying
[ RFC4389] or /64 sharing [ RFC7278].

Fom e e e e e e e e e oo o R S R R +
| | SLAAC | DHCPv 6 | DHCPv6 | DHCPv4

| | | TANA/ | PD | |
| | | TATA | | |
o e e e e e e e a e - S R S R +
| Aut onompusly form | Yes | No | Yes | Yes

| addresses | (/164 | | (/64 | (NAT44)

| | share) | | share) | |
| "Unlimted" endpoints | Yes* | Yes* | No | No |
| Stateful, request- | No | Yes | Yes | Yes |
| based I I I I I
| I'mune to layer 3 on- | No | Yes | Yes | Yes |
| I'ink resource | | | | |
| exhaustion attacks | | | | |
o R N R R +

[*] Subject to network limtations, e.g., ND cache entry size limts.

Tabl e 1. Conparison of nultiple address assignment options
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7.

9.

9.

Nurmber of addresses required

If we item ze the use cases fromsection Section 3, we can estimate

t he nunber of addresses currently used in nornmal operations. In
typical inplenentations, privacy addresses use up to 8 addresses (one
per day). Current nobile devices may typically support 8 clients,

wi th each one requiring one or nore addresses. A client m ght choose
to run several virtual machines. Current inplenentations of 464XLAT
require use of a separate address. Sone devices require another
address for their baseband chip. Even a host perform ng only several
of these functions sinultaneously m ght need on the order of 20
addresses at the sane tinme. Future applications designed to use an
address per application or even per resource will require many nore.
These will not function on networks that enforce a hard limt on the
nunber of addresses provided to hosts.

Recomendat i ons

In order to avoid the problens descri bed above, and preserve the
Internet’s ability to support new applications that use nore than one
| Pv6 address, it is RECOWENDED that |IPv6 network depl oynments provide
mul tiple I Pv6 addresses from each prefix to general - purpose hosts
when they connect to the network. To support future use cases, it is
RECOMMVENDED to not inpose a hard limt on the size of the address
pool assigned to a host. |If the network requires explicit requests
for address space, a /64 prefix is desirable. Using DHCPv6 | A NA or
IA TA to request a sufficient nunber of addresses (e.g. 32) would
acconodate current clients but sets a limt on the nunber of
addresses avail able to hosts when they attach and would limt the
devel opnent of future applications.

Oper ati onal considerations
1. Stateful addressing and host tracking

Sone network operators - often operators of networks that provide
services to third parties such as university canmpus networks - have
made the argunment that the only feasible | Pv6 depl oynment mechanismis
DHCPv6, due to the need to be able to track at all times |IPv6
addresses are assigned to which hosts. (Exanpl e:

<htt ps://code. googl e. coml p/ andr oi d/ i ssues/ det ai | ?i d=32621#c60> ).

One reason frequently cited for this is protection fromliability for
copyright infringenment or other illegal activity by maintaining

persi stent |ogs that map user | P addresses and tinestanps to hardware
identifiers such as MAC addresses.

It is worth noting that using DHCPv6 does not by itself ensure that
hosts will actually use the addresses assigned to them by the network
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as opposed to using any other address on the prefix. Such guarantees
can only be provided by link-layer security mechani snms that enforce
that particular |IPv6 addresses are used by particular |ink-Iayer
addresses (for exanple: SAVI [RFC7039]). If those nechanisns are
available, it is possible to use themto provide tracking, instead.
This formof tracking is much nore reliable because it operates

i ndependent|y of how addresses are all ocated.

Additionally, attenpts to track this sort of information via DHCPv6
are likely to becone decreasingly viable due to ongoing efforts to
i nprove the privacy of DHCP: [I-D.ietf-dhc-anonymty-profile].

Many | arge enterprise networks, including the enterprise networks of
the authors, are fully dual-stack but do not currently use or support
DHCPV6.

9.2. Address space nmanagenent

In IPv4, all but the world' s | argest networks can be addressed using
private space [ RFC1918], and with each host receiving one |Pv4d
address. Many networks can be nunbered in 192.168. 0.0/ 16 which has
roughly 64k addresses. In IPv6, that is equivalent to assigning one
/64 per host out of a /48. Under current RIR policies, a /48 is easy
to obtain for an enterprise network.

Net wor ks that need a bi gger block of private space use 10.0.0.0/8,
which is is roughly 16 mllion addresses. In IPv6, that is

equi valent to assigning a /64 per host out of a /40. Enterprises of
such size can easily obtain a /40 under current RIR policies.

Currently, residential users receive one |Pv4 address and a /48, /56
or /60 IPv6 prefix. Wiile such networks do not have enough space to
assign a /64 per device, today such networks al nost universally use

SLAAC.

Unli ke | Pv4 where addresses cane at a premum in all these networks,
there is enough I Pv6 address space to supply clients with nultiple
| Pv6 addresses.

9.3. Addressing link layer scalability issues via IP routing

The nunber of |IPv6 addresses on a link has direct inpact for
networ ki ng infrastructure nodes (routers, sw tches) and ot her nodes
on the link. Setting aside exhaustion attacks via Layer 2 address
spoofing, every (Layer 2, IP) address pair inpacts networking

har dware requirenents in ternms of nenory, M.D snooping, solicited
node nul ti cast groups, etc. Mny of these sane inpacts can be felt
by nei ghboring hosts. Switching to a DHCPv6 PD nodel neans there are
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only forwardi ng decisions, with only one routing entry and one ND
cache entry per device on the network.
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