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Abstract
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Di ssem nati on of Flow Specification Rules [ RFC5575] provides a
prot ocol extension for propagation of traffic flow information for

t he purpose of

This specification extends the current
to the origina

Status of This Meno

rate limting or filtering.
t hose extensions for |IPv4 protocol data packets.

The [ RFC5575] specifies

[ RFC5575] and defi nes changes

docunent in order to nake it al so usabl e and
applicable to I Pv6 data packets.

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering

Task Force (I ETF).
wor ki ng docunents as Internet-Drafts.

Not e that other groups may al so distribute
The list of current Internet-

Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunents valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”
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Copyright Notice

Copyright (c) 2017 I ETF Trust and the persons identified as the
docurment authors. Al rights reserved.

This docunent is subject to BCP 78 and the | ETF Trust’s Legal
Provisions Relating to | ETF Docunents
(https://trustee.ietf.org/license-info) in effect on the date of
publication of this docunment. Please review these docunents
carefully, as they describe your rights and restrictions with respect
to this docunent. Code Conponents extracted fromthis docunent nust
include Sinplified BSD License text as described in Section 4.e of
the Trust Legal Provisions and are provided w thout warranty as
described in the Sinplified BSD License.
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1. I nt roducti on

The growi ng armount of IPv6 traffic in private and public networks
requires the extension of tools used in the IPv4 only networks to be
al so capabl e of supporting |IPv6 data packets.

In this docunent authors analyze the differences of |Pv6 [ RFC2460]
flows description fromthose of traditional |Pv4 packets and propose
subset of new encoding formats to enabl e Di ssem nation of Flow

Speci fication Rules [RFC5575] for |Pv6.

This specification should be treated as an extension of base

[ RFC5575] specification and not its replacenent. It only defines the
delta changes required to support IPv6 while all other definitions
and operation nechani snms of Dissem nation of Flow Specification Rules
wWill remain in the main specification and will not be repeated here.
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2.

3.

| Pv6 Fl ow Specification encoding in BGP

The [ RFC5575] defines a new SAFls (133 for I1Pv4) and (134 for VPNv4)
applications in order to carry corresponding to each such application
fl ow specification.

This docunent will redefine the [ RFC5575] SAFIs in order to make them
AFl specific and applicable to both IPv4 and | Pv6 applications.

The foll ow ng changes are defi ned:

"SAFlI 133 for | Pv4 dissemnation of flow specification rules" to
now be defined as "SAFlI 133 for dissem nation of unicast flow
speci fication rul es”

"SAFlI 134 for VPNv4 di ssenmination of flow specification rules" to
now be defined as "SAFI 134 for dissem nation of L3VPN fl ow
specification rul es”

For both SAFIs the indication to which address famly they are
referring to will be recognized by AFl value (AFlI=1 for |Pv4 or
VPNv4, AFI=2 for IPv6 and VPNv6 respectively). Such nodificationis
fully backwards conpatible with existing inplenentation and
producti on depl oynents.

It needs to be observed that such choice of proposed encoding is
conpatible with filter validation against routing reachability
information as described in section 6 of RFC5575. Validation tables
w Il now be perfornmed according to the follow ng rules.

FI ow specification received over AFI/SAFI=1/133 w Il be validated
agai nst routing reachability received over AFlI/SAFI=1/1

Fl ow specification received over AFlI/SAFI=1/134 will be validated
agai nst routing reachability received over AFI/SAFI=1/128

FI ow specification received over AFI/SAFI=2/133 wll be validated
agai nst routing reachability received over AFI/SAFI=2/1

Fl ow specification received over AFlI/SAFI=2/134 will be validated
agai nst routing reachability received over AFI/SAFI=2/128

| Pv6 Fl ow Specification types changes
The foll ow ng conmponent types are redefined or added for the purpose

of accommodati ng new | Pv6 header encoding. Unless otherw se stated
all other types as defined in [ RFC5575] apply to | Pv6 packets as is.
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Type 1 - Destination IPv6 Prefix

Encodi ng: <type (1 octet), prefix length (1 octet), prefix
of fset (1 octet), prefix>

Function: Defines the destination prefix to match. Prefix

of fset has been defined to allow for flexible matching on part
of the IPv6 address where we want to skip (don’'t care) of N
first bits of the address. This can be especially useful where
part of the |Pv6 address consists of an enbedded | Pv4 address
and mat chi ng needs to happen only on the enbedded | Pv4 address.
The encoded prefix contains enough octets for the bits used in
mat ching (length mnus offset bits).

Type 2 - Source |IPv6 Prefix

Encodi ng: <type (1 octet), prefix length (1 octet), prefix
of fset (1 octet), prefix>

Function: Defines the source prefix to match. Prefix offset
has been defined to allow for flexible matching on part of the
| Pv6 address where we want to skip (don't care) of Nfirst bits
of the address. This can be especially useful where part of
the 1 Pv6 address consists of an enbedded | Pv4 address and

mat chi ng needs to happen only on the enbedded | Pv4 address.

The encoded prefix contains enough octets for the bits used in
mat ching (length mnus offset bits)

Type 3 - Next Header
Encodi ng: <type (1 octet), [op, value]+>
Function: Contains a set of {operator, value} pairs that are
used to match the | ast Next Header val ue octet in |IPv6 packets.

The operator byte is encoded as specified in conponent type 3
of [ RFC5575].

Note: Wiile IPv6 allows for nore then one Next Header field in
t he packet the main goal of Type 3 flow specification conponent
is to match on the subsequent | P protocol value. Therefor the

definitionis limted to match only on | ast Next Header field
in the packet.

Type 12 - Fragnent

Encodi ng: <type (1 octet), [op, bitnmask]+>

McPherson, et al. Expires May 19, 2018 [ Page 4]
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Uses bitmask operand format defined above. Bit-7 is not used
and MUST be 0 to provide backwards-conpatibility with the
definition in [ RFC5575]

Bi t mast operand fornmat:

0 1 2 3 4 5 6 7
e R T

| Reser ved | LF | FF | IsF| O
T T S S Sy

Bi t mask val ues:
+ Bit 6 - Is a fragment (IsF)
+ Bit 5 - First fragnent (FF)
+ Bit 4 - Last fragment (LF)
Type 13 - Fl ow Label (New type)
Encodi ng: <type (1 octet), [op, bitnmask]+>
Function: Contains a set of {operator, value} pairs that are
used to match the 20-bit Flow Label field [ RFC2460]. The
operator byte is encoded as specified in the conponent type 3
of [ RFC5575]. Values are encoded as 1-, 2-, or 4- byte
guantities.
The foll om ng exanpl e denonstrates the new prefix encoding for: "al
packets to ::1234:5678: 9A00: 0/ 64-104 from 192::/8 and port {range
[137, 139] or 8080}". In the destination prefix, "80-" represents

the prefix offset of 80 bits. 1In this exmaple, the 0 offset is
omtted fromthe printed source prefix.

o m e e e e e e e S o m e e e e e e +
| destination | source | port |
o e e e e e e oo Fomm e o e e e e e e +
| Ox01 68 50 12 34 56 78 9A] 02 00 08 c0|04 03 89 45 8b 91 1f 90|
o m e e e e e e e e e e m Fom e e o o +

3.1. Oder of Traffic Filtering Rules

The orignal definition for the order of traffic filtering rules can
be reused with new consideration for the IPv6 prefix offset. As |ong
as the offsets are equal, the conparison is the same, retaining

| ongest -prefix-match semantics. |If the offsets are not equal, the
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4.

| onest offset has precedence, as this flow matches the nost
significant bit.

Pseudocode
flowrule v6_cnp (a, b)
{

conpl = next_conponent (a);

conp2 = next_conponent (b);

while (compl || comp2) {

/'l conmponent type returns infinity on end-of-Iist
i f (conmponent type(conpl) < conponent type(conp2)) {
return A HAS PRECEDENCE

}

i f (conmponent type(conpl) > conponent type(conp2)) {
return B HAS PRECEDENCE

}

i f (conmponent type(conpl) == | PV6_DESTI NATION || | PV6_SOURCE) {
/'l offset not equal, |owest offset has precedence
/'l offset equal ...
common_len = M N(prefix_|ength(conmpl), prefix_|ength(conmp2));
cnp = prefix_conpare(conpl, conp2, offset, common_I|en);

/1 not equal, |owest val ue has precedence
/'l equal, |ongest match has precedence
} else {

comon =

M N( conponent _| engt h(conpl), conponent | ength(conp2));
cnp = nmencnp(data(conpl), data(conmp2), comon);

/1 not equal, |owest value has precedence

/'l equal, longest string has precedence

}

return EQUAL,
}

| Pv6 Fl ow Specification Traffic Filtering Action changes

One of the traffic filtering actions which can be expressed by BGP
extended community is defined in [RFC5575] as traffic-marking.

Anot her traffic filtering action defined in [ RFC5575] as a BGP
extended community is redirect. To allow an | Pv6 address specific
route-target, a new traffic action |IPv6 address specific extended
conmunity is provided.

Therefore, for the purpose of naking it conpatible with | Pv6 header
action expressed by presence of the extended comunity the follow ng
text in [ RFC5575] has been nodified to read:
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5.

Traffic Marking (0x8009): The traffic marki ng extended comunity
instructs a systemto nodify first 6 bits of Traffic Cass field
as (recomrended by [RFC2474]) of a transiting |IPv6 packet to the
correspondi ng value. This extended conmunity is encoded as a
sequence of 42 zero bits followed by the 6 bits overwiting DSCP
portion of Traffic O ass val ue.

Redirect-1Pv6 (0x800B): redirect |IPv6 address specific extended
community allows the traffic to be redirected to a VRF routing
instance that lists the specified | Pv6 address specific route-
target in its inport policy. |f several |ocal instances match
this criteria, the choice between themis a |ocal matter (for
exanpl e, the instance with the | owest Route D stinguisher val ue
can be elected). This extended conmunity uses the sanme encodi ng
as the I1Pv6 address specific Route Target extended comunity
[ RFC5701] .

Security Considerations

No new security issues are introduced to the BGP protocol by this
speci fication over the security concerins in [ RFC5575]

| ANA Consi derati ons
This section conplies with [ RFC7153]

| ANA is requested to renanme currently defined SAFI 133 and SAFl 134
per [ RFC5575] to read:

133 D ssem nation of flow specification rules
134 L3VPN di ssem nation of flow specification rules

I ANA is requested to create and maintain a new registry entitl ed:
"Fl ow Spec | Pv6 Conponent Types". The initial values are:
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