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Abstract

Thi s docunment updates RFC5575 which defines a Border Gateway Protoco
Net wor k Layer Reachability Information (BG NLRI) encodi ng format
that can be used to distribute traffic flow specifications. This
allows the routing systemto propagate information regardi ng nore
speci fic conmponents of the traffic aggregate defined by an I P
destination prefix (I1Pv4, 1Pv6), MPLS addresses, L2VPN addresses, and
NVO3 encapsul ation of I P addresses. The information is carried via
the BGP, thereby reusing protocol algorithnms, operational experience,
and adm ni strative processes such as inter-provider peering

agr eenent s.

There are three applications of that encoding format: 1) automation
of inter-domain coordination of traffic filtering, such as what is
required in order to mtigate (distributed) denial-of-service
attacks; 2) enable traffic filtering in the context of a BG? MPLS VPN
service, and 3) aid centralized control of traffic in a SDN or NFV
context. Sone of deploynents of these three applications can be
handl ed by the strict ordering of the BGP NLRI traffic flow filters,
and the strict actions encoded in the Extended Conmmunity Fl ow
Specification actions. Oher deploynents (especially SDN NFV) need
to be able to allow the user to order the flow specification.

Anot her BGP Fl ow Specification (version 2) is being defined for user-
ordered filters, and user-ordered actions encoded in Wde
Conmuni ti es.

Thi s docunent provides the definition of a BGP NLRI which carries
traffic flow specification filters, and Extended Community val ues

whi ch encode the actions a routing systemcan take if a packet

mat ches the traffic flowfilters. The specification requires that
the BGP Fl ow Specification traffic filters follows a string ordering,
and that the BGP Fl ow Specification Extended Conmunities actions are
processed in a defined order. This BGP Fl ow Specification is denoted
as BGP Fl ow Specification version 1.
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There are three applications of that encoding format: 1) automation
of inter-domain coordination of traffic filtering, such as what is
required in order to mtigate (distributed) denial-of-service
attacks; 2) enable traffic filtering in the context of a BG? MPLS VPN
service, and 3) aid centralized control of traffic in a SDN or NFV
context. Sone of deploynents of these three applications can be
handl ed by the strict ordering of the BGP NLRI traffic flow filters,
and the strict actions encoded in the Extended Conmmunity Fl ow
Specification actions. Oher deploynents (especially SDN NFV) need
to be able to allow the user to order the flow specification.

Anot her BGP Fl ow Specification (version 2) is being defined for user-
ordered filters, and user-ordered actions encoded in Wde
Conmuni ti es.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I1ETF). Note that other groups nay al so distribute
wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at http://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi mum of six nonths
and may be updated, replaced, or obsoleted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft wll expire on January 9, 2017.
Copyright Notice

Copyright (c) 2016 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

This docunent is subject to BCP 78 and the | ETF Trust’s Legal
Provisions Relating to | ETF Docunents
(http://trustee.ietf.org/license-info) in effect on the date of
publication of this docunment. Please review these docunents
carefully, as they describe your rights and restrictions with respect
to this docunent. Code Conponents extracted fromthis docunent nust
include Sinplified BSD License text as described in Section 4.e of
the Trust Legal Provisions and are provided wi thout warranty as
described in the Sinplified BSD License.
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1. I ntroducti on

Modern | P routers contain both the capability to forward traffic
according to I P prefixes as well as to classify, shape, rate limt,
filter, or redirect packets based on adm nistratively defined
pol i ci es.

These traffic policy nmechanisns allow the router to define nmatch
rules that operate on nultiple fields of the packet header. Actions
such as the ones descri bed above can be associated with each rule.

The n-tuple consisting of the matching criteria defines an aggregate
traffic flow specification. The matching criteria can include

el ements such as source and destination address prefixes, IP
protocol, and transport protocol port nunbers.

Thi s docunent defines a general procedure to encode fl ow
specification rules for aggregated traffic flows so that they can be
distributed as a BGP [RFC5575] NLRI. Additionally, we define the
requi red nmechanisnms to utilize this definition to the probl em of

i medi ate concern to the authors: intra- and inter-provider
distribution of traffic filtering rules to filter (distributed)

deni al - of -servi ce (DoS) attacks.

By expanding routing information with fl ow specifications, the
routing systemcan take advantage of the ACL (Access Control List) or
firewall capabilities in the router’s forwarding path. Flow

speci fications can be seen as nore specific routing entries to a

uni cast prefix and are expected to depend upon the existing unicast
data i nformation.

A flow specification received froman external autononous systemw ||
need to be validated agai nst unicast routing before being accepted.
If the aggregate traffic flow defined by the unicast destination
prefix is forwarded to a given BGP peer, then the | ocal system can
safely install nore specific flowrules that may result in different
f orwar di ng behavi or, as requested by this system

The key technol ogy conponents required to address the class of
probl ens targeted by this docunent are:

1. Efficient point-to-multipoint distribution of control plane
i nformati on.
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2. Inter-domain capabilities and routing policy support.

3. Tight integration with unicast routing, for verification
pur poses.

Itens 1 and 2 have already been addressed using BGP for other types
of control plane information. C ose integration with BGP al so nmakes
it feasible to specify a nechanismto automatically verify flow

i nformati on agai nst unicast routing. These factors are behind the
choice of BGP as the carrier of flow specification informtion.

As with previous extensions to BGP, this specification makes it
possible to add additional information to Internet routers. These
are limted in terns of the maxi mum nunber of data el enents they can
hold as well as the nunber of events they are able to process in a
given unit of tinme. The authors believe that, as with previous
extensi ons, service providers wll be careful to keep information

| evel s bel ow t he maxi num capacity of their devices.

In many depl oynents of BGP Fl ow Specification, the flow specification
i nformati on has replace existing host |length route adverti senents.

Experience with previous BGP extensions has al so shown that the
maxi mum capacity of BGP speakers has been gradually increased
according to expected | oads. Taking into account |Internet unicast
routing as well as additional applications as they gain popularity.

From an operational perspective, the utilization of BGP as the
carrier for this information allows a network service provider to
reuse both internal route distribution infrastructure (e.g., route
refl ector or confederation design) and existing external

rel ati onships (e.g., inter-domain BGP sessions to a custoner

net wor k) .

Wiile it is certainly possible to address this probl em using other
mechani sms, this solution has been utilized in deploynments because of
t he substantial advantage of being an increnental addition to already
depl oyed mechani sms.

In current deploynents, the information distributed by the flow spec
extension is originated both manually as well as automatically. The
|atter by systens that are able to detect nmalicious flows. Wen

aut omat ed systens are used, care should be taken to ensure their
correctness as well as to limt the nunber and advertisenent rate of
fl ow routes.

This specification defines required protocol extensions to address
nost common applications of | Pv4 unicast and VPNv4 unicast filtering.
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The sane nmechani sm can be reused and new match criteria added to
address simlar filtering needs for other BGP address fam |ies such
as:

o IPv6 [I-D.ietf-idr-flow spec-v6],

o MAC address for L2VPN [I-D.ietf-idr-fl owspec-I|2vpn],

o NVO3 encapsulation [I-D.ietf-idr-flowspec-nvo3] and,

o MLS ([I-D.ietf-idr-flowspec-npls-match],
[I-D.ietf-idr-bgp-flowspec-I|abel]).

These additions to BGP Flow Specification IPv4 are included in a
separate docunments to allow inplenmenters the choice of inplenenting
portions of the BGP Fl ow specification.

2. Definitions of Terns Used in This Meno

NLRI - Net wor k Layer Reachability Information.
RIB - Routing I nfornation Base.

Loc-RI B - Local RIB

AS - Aut ononbus Syst em nunber.

VRF - Virtual Routing and Forwardi ng instance.
PE - Provi der Edge router

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMVENDED', "MAY", and "OPTIONAL" in this
docunment are to be interpreted as described in [ RFC2119]

3. Flow Specifications

A flow specification is an n-tuple consisting of several matching
criteria that can be applied to IP traffic. A given IP packet is
said to match the defined flowif it matches all the specified
criteria.

A given flow may be associated with a set of attributes, depending on
the particular application; such attributes may or may not include
reachability information (i.e., NEXT_HOP). Well-known or AS-specific
community attributes can be used to encode a set of predeterm ned
actions.
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A particular application is identified by a specific (Address Fam |y
Identifier, Subsequent Address Fam |y ldentifier (AFl, SAFl)) pair

[ RFC4760] and corresponds to a distinct set of RIBs. Those RIBs
shoul d be treated i ndependently from each other in order to assure
non-interference between distinct applications.

BGP itself treats the NLRI as an opaque key to an entry inits

dat abases. Entries that are placed in the Loc-RIB are then
associated with a given set of semantics, which is application
dependent. This is consistent with existing BG applications. For
i nstance, | P unicast routing (AFl =1, SAFI=1) and I P nulticast
reverse-path informati on (AFl =1, SAFI=2) are handl ed by BGP w t hout
any particul ar semantics being associated with themuntil installed
in the Loc-RIB.

St andard BGP policy mechani sms, such as UPDATE filtering by NLR
prefix and community matching, SHOULD apply to the Flow specification
defined NLRI -type. Network operators can al so control propagation of
such routing updates by enabling or disabling the exchange of a
particular (AFl, SAFl) pair on a given BGP peering session.

4. Traffic Filtering

Traffic filtering policies have been traditionally considered to be
relatively static. Limtations of the static nechanisns caused this
mechanismto be designed for the three new applications of traffic
filtering (prevention of traffic-based, denial-of-service (DOS)
attacks, traffic filtering in the context of BGP/ MPLS VPN servi ce,
and centralized traffic control for SDN NFV networks) requires

coordi nati on anong service providers and/or coordination anong the AS
within a service provider. Section 8 has details on the |imtation
of previous nechani snms and why BGP Fl ow Specification version 1

provi des a solution for to prevent DOS and aid BGP/ MPLS VPN filtering
rul es.

This flow specification NLRI defined above to convey information
about traffic filtering rules for traffic that should be discarded or
handl ed i n manner specified by a set of pre-defined actions (which
are defined in BGP Extended Comrunities). This mechanismis
primarily designed to all ow an upstream aut ononous systemto perform
i nbound filtering in their ingress routers of traffic that a given
downst ream AS wi shes to drop

In order to achieve this goal, this draft specifies two application
specific NLRI identifiers that provide traffic filters, and a set of
actions encoding in BGP Extended Communities. The two application
specific NLRI identifiers are:
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o |IPv4 flow specification identifier (AFI=1, SAFI=133) along with
specific semantic rules for |IPv4 routes, and

o BGP NLRI type (AFI=1, SAFI=134) val ue, which can be used to
propagate traffic filtering information in a BG? MPLS VPN
envi ronment .

Distribution of the IPv4 Flow specification is described in section
6, and distibution of BG/ MPLS traffic flow specification is
described in section 8. The traffic filtering actions are descri bed
in section 7.

4.1. Support for other AFls
O her docunents shown in table 5 provide the application identifiers
for 1 Pv6, L2VPN, NVO3 and MPLS. However, to provide backward

conpatiblity with [ RFC5575] docunents adhering to this specification
do not need to support |Pv6, L2VPN, NV03, and MPLS AFI/ SAFI s.

Table 5 - AFI/SAFI val ues vs. application

LI T e o m e e e e e e e e e e e e e e e e e +---+
| AFI'| SAFI | Appl i cation| Docunent | Req|
T ' +-- -+
| 1] 133| DDOs | this docunent | Yes|
| 1] 134| BGP/MPLS | this docunent | No

Fom e e e e e e o - o e e e e e e e e e e e e e e - +---+
| 2| 133] DDOS |draft-ietf-idr-flow spec-v6 | No|
| 2| 134 BGP/MPLS |draft-ietf-idr-flow spec-v6 | Nol
T e I 'hrreee +-- -+
| 25| 133| DDOS | draft-ietf-idr-fl owspec-12vpn | Nol
| 25| 134| BGP/MPLS |draft-ietf-idr-flowspec-I2vpn | Nol
LI T e o e e e e e e e e e e e e e e - +---+
| TBD] 133| DDOS |draft-ietf-idr-flowspec-npls-Ilabel | No

| TBD| 134| BGP/MPLS |draft-ietf-idr-flowspec-npls-1label | No

T e +-- -+
| TBDO] 133| DDOS |draft-ietf-idr-fl owspec-nv03 | Nol
| TBD] 134| BGP/MPLS |draft-ietf-idr-flowspec-nv03 | Nol
LI T e o e e e e e e e e e e e e e e - +---+

5. Dissemnation of |IPv4d FLow Specification Information

We define a "Flow Specification” NLR type that may include severa
conponents such as destination prefix, source prefix, protocol,

ports, and others (see Tables 1-4 below). This NLRI is treated as an
opaque bit string prefix by BGP. Each bit string identifies a key to
a database entry with which a set of attributes can be associ at ed.
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This NLRI information is encoded usi ng MP_REACH NLRI and
MP_UNREACH NLRI attributes as defined in [RFC4760]. \Whenever the
correspondi ng application does not require Next-Hop information, this
shal | be encoded as a 0-octet |length Next Hop in the MP_REACH NLRI
attribute and ignored on receipt.

The NLRI field of the MP_REACH NLRI and MP_UNREACH NLRI is encoded as
a 1- or 2-octet NLRI length field followed by a variable-length NLR
value. The NLRI length is expressed in octets.

Y +
| l ength (Oxnn or Oxfn nn) |
U e +
| NLRI val ue (vari abl e)

o m e e e e e e e e e e e m +

Figure 1. Flowspec NLRI for |Pv4

| mpl enent ati ons wi shing to exchange flow specification rules MJST use
BGP's Capability Advertisenent facility to exchange the Milti protocol
Ext ensi on Capability Code (Code 1) as defined in [RFC4760]. The
(AFl, SAFlI) pair carried in the Miltiprotocol Extension Capability
MJUST be the sane as the one used to identify a particular application
that uses this NLRI-type.

5.1. Length Encoding

o If the NLRI length value is smaller than 240 (OxfO hex), the
length field can be encoded as a single octet.

o0 Oherwise, it is encoded as an extended-|ength 2-octet value in
whi ch the nost significant nibble of the first byte is all ones.

In figure 1 above, val ues |ess-than 240 are encoded using two hex
digits (Oxnn). Val ues above 240 are encoded using 3 hex digits
(Oxfnnn). The hi ghest value that can be represented with this
encoding is 4095. The value 241 is encoded as OxfOf 1.

5.2. NLRI Val ue Encodi ng

The Fl ow specification NLRI-type consists of several optional
subconponents. A specific packet is considered to match the fl ow
specification when it matches the intersection (AND) of all the
conponents present in the specification. The encoding of each of the
NLRI conponents begins with a type field as |listed in Table 1-4.
Sections 4.2.1 to 4.2.12 contain the specific encodings for the |IPv4
I P layer and transport |ayer headings. Additional filters encodiings
for 1Pv6, L2VPN MAC Addresses, MPLS | abels, and encapsul ations for
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Data Centers (e.g. NVO3B) related are described in other docunents
ref erenced above.

FIl ow speci fication conmponents mnmust follow strict type ordering by

i ncreasing nunerical order. A given conponent type may or may not be
present in the specification, but if present, it MJST precede any
conponent of higher nuneric type val ue.

If a given conponent type within a prefix in unknown, the prefix in
guestion cannot be used for traffic filtering purposes by the
receiver. Since a flow specification has the semantics of a | ogi cal
AND of all conponents, if a conponent is FALSE, by definition it
cannot be applied. However, for the purposes of BGP route
propagation, this prefix should still be transmtted since BGP route
di stribution is independent on NLRI senanti cs.

The <type, val ue< encoding is chosen in order to allow for future
extensibility.
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Table 1 - NLRI Types (IP val ues)

oo e o +---+
| Type|] NLRI conponent | Docunent | Req]
Fom e e e e e e e e e e e e e m o e e e e e e e e e e e m +---+
| 1] IPv4 Destination Prefix |this docunent | Yes|
| | I'Pv6 Destination Prefix |[draft-ietf-idr-flow spec-v6| No|
U O +-- -+
| 2| IPv4d Source Prefix | this docunent | No
| | I'Pv6 Source Prefix | draft-ietf-idr-fl ow spec-v6] No
Fom e e e e e e e e e e e e e m o e e e e e e e e e e e m +---+
| 3] IPv4d Protocol | this docunent | No
| | I'Pv6 Next Header |draft-ietf-idr-flow spec-v6] No
U O +-- -+
| 4 | Transport Port | t hi s docunment | No

| | (TCP/ UDP source or | | |
| | destination port | |

e Y Y +-- -+
| 5 | Destination Port | t hi s docunment | No
| | (TCP or UDP) | |
o e e o +---+
| 6 | Source Port (TCP/ UDP) | this docunment | No
Fom e e e e e e e e e e e e e m o e e e e e e e e e e e m +---+
| 7] I1CW type | this docunent | No
e Y Fommmmmemeeemaeacieeaeaaaaa- +-- -+
| 8| ICGwP Code | this document | No
o e e o +---+
| 9| TCP flags | this document | No
Fom e e e e e e e e e e e e e m o e e e e e e e e e e e m +---+
| 10 | I P Packet length | this docunent | No
e Y Fommmmmemeeemaeacieeaeaaaaa- +-- -+
| 11 | DSCP | this docunment | No|
o e e o +---+
| 12 | 1Pv4 Fragnent | this document | No
Fom e e e e e e e e e e e e e m o e e e e e e e e e e e m +---+
| 13 | 1 Pv6 Flow Label |draft-ietf-idr-fl ow spec-v6| No
e Y Fommmmmemeeeieeacienaeaaaaa- +-- -+

Table 2 - NLRI Types (L2VPN val ues)

o o e e e e e e e e e e e e e m - +---+
| Type|] NLRI conmponent | Docunent | Req]
dom e e e e e a oo o o m e e e e e e e e e e e e e e e e a o +-- -+
| TBD1|] MPLS Label |draft-ietf-idr-flowspec-npls-match| No

| | on label stack | | |
Fom e e e e e e e oo ook T +---+

| TBD2| MPLS EXP bits |draft-ietf-idr-fl owspec-npls-match| No
| | on top of |abel | | |
| | stack | | |
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Table 3 - NLRI Types (L2VPN val ues)

e g +---+
| Type|] NLRI conponent | Docunent | Req]
B T T T Ty o e e e e e e e e e e e e - +---+
| TBD*| Ethernet type |draft-ietf-idr-flowspec-12vpn| No
T e S +-- -+
| 14 | Fl ow Label |draft-ietf-idr-flowspec-|2vpn| No
oo oo e e +---+
| 15 | Source MAC | draft-ietf-idr-fl owspec-12vpn| No
B T T T Ty o e e e e e e e e e e e e - +---+
| 16 | Destination MAC |draft-ietf-idr-flowspec-12vpn| No
T e S +-- -+
| 17 | DSAP in LLC |draft-ietf-idr-flowspec-|2vpn| No
oo oo e e +---+
| 18 | SSAP in LLC | draft-ietf-idr-fl owspec-12vpn| No
B T T T Ty o e e e e e e e e e e e e - +---+
| 19 | LLC control field |draft-ietf-idr-flowspec-I|2vpn| No
T e S +-- -+
| 20 | SNAP |draft-ietf-idr-flowspec-12vpn| No
oo oo e e +---+
| 21 | VLANID | draft-ietf-idr-fl owspec-12vpn| No
B T T T Ty o e e e e e e e e e e e e - +---+
| 22 | VLAN COS |draft-ietf-idr-flowspec-12vpn| No
T e S +-- -+
| 23 | Inner VLAN ID | draft-ietf-idr-fl owspec-12vpn| No
oo oo e e +---+
| 24 | Inner VLAN COS | draft-ietf-idr-fl owspec-12vpn| No
B T T T Ty o e e e e e e e e e e e e - +---+

*conflict between IPv6 filters and L2VPN filters neans this
i dea type nust be renunbered.

Tabl e 4 - NVO3 Encapsul ati ons

B T T T Ty o e e e e e e e e e e e e - +---+
| Type|] NLRI conponent | Docunent | Req|
e e e e e e e o m e e e e e e e +---+
| TBD3| Delimter type | draft-ietf-idr-fl owspec-nv03 | No

| | (VXLAN or NVGRE) | | |
dom e e e e e e e e e e — - o e e e e e e e e e e e o - +---+
| TBD4| VNI D |draft-ietf-idr-fl owspec-nv03 | No

dom e e e e o m e e e e e e e e +-- -+
| TBD5| Fl ow I D ( NVCRE) |draft-ietf-idr-flowspec-nv03 | No

dom e e e e e o e e e e e e e e +---+
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Type 1 - Destination Prefix
Encodi ng: <type (1 octet), prefix length (1 octet), prefix>
Defines: the destination prefix to match. Prefixes are encoded as
i n BG® UPDATE nessages, a length in bits is foll owed by enough
octets to contain the prefix information.

Type 2 - Source Prefix
Encodi ng: <type (1 octet), prefix-length (1 octet), prefix>
Defines the source prefix to match

Type 3 - Source Prefix

Encodi ng: <type (1 octet), [op, value]+>

Contains a set of {operator, value} pairs that are used to match
the I P protocol value byte in |IP packets.

The operator byte is encoded as:

0 1 2 3 4 5 6 7
B T T o i Y
e| a| len | O|It |gt |eq
B T T T I S

Nurmeri cal operator

e - end-of-list bit. Set in the last {op, value} pair in the
list.

a - AND bit. If unset, the previous termis logically ORed with
the current one. |If set, the operation is a logical AND. It
shoul d be unset in the first operator byte of a sequence. The AND
operator has higher priority than OR for the purposes of

eval uating | ogi cal expressions.

len - length of the value field for this operand is given as (1 <<
I en).
It - less than conparison between data and val ue.

gt - greater than conpari son between data and val ue.

eq -equality between data and val ue
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The bits It, gt, and eq can be conbined to produce "less or equal"
"greater or equal", and inequality val ues

5.2.4.

5.2.5.

5.2.6.

5.2.7.

Har es

Type 4 - Port
Encodi ng: <type (1 octet), [op, value] +>

Defines a list of {operation, value} pairs that matches source OR
destination TCP/UDP ports. This list is encoded using the nuneric
operand format defined above. Values are encoded as 1- or 2-byte
guantities.

Port, source port, and destination port conponents evaluate to
FALSE if the I P protocol field of the packet has a val ue ot her
than TCP or UDP, if the packet is fragnmented and this is not the
first fragnent, or if the systemin unable to |locate the transport
header. D fferent inplenentations may or may not be able to
decode the transport header in the presence of |IP options or
Encapsul ati ng Security Payload (ESP) NULL [ RFC4303] encryption.
Type 5 - Destination Port
Encodi ng: <type (1 octet), [op, value]+>
Defines a list of {operation, value} pairs used to match the
destination port of a TCP or UDP packet. Values are encoded as 1-
or 2-byte quantities
Type 6 - Destination Port
Encodi ng: <type (1 octet), [op, value] +>
Defines a list of {operation, value} pairs used to match the
source port of a TCP or UDP packet. Values are encoded as 1- or
2-byte quantities
Type 7 - | CWP type
Encodi ng: <type (1 octet), [op, val ue] +>

Defines a list of {operation, value} pairs used to match the type
field of an | CVP packet. Values are encoded using a single byte.

The I CWP type and code specifiers evaluate to FALSE whenever the
protocol value is not | CW.
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5.

5.

2.

2.

8. Type 8 - I CWP code
Encodi ng: <type (1 octet), [op, val ue] +>

Defines a list of {operation, value} pairs used to match the code
field of an | CVP packet. Values are encoded using a single byte.

9. Type 9 - |ICWP code
Encodi ng: <type (1 octet), [op, bitmask]+>

Bi t mask val ues can be encoded as a 1- or 2-byte bitnmask. Wen a
single byte is specified, it matches byte 13 of the TCP header

[ RFCO793], which contains bits 8 though 15 of the 4th 32-bit word.
Whien a 2-byte encoding is used, it matches bytes 12 and 13 of the
TCP header with the data offset field having a "don’'t care" val ue.

As with port specifiers, this conponent evaluates to FALSE for
packets that are not TCP packets.

This type uses the bitmask operand format, which differs fromthe
nuneric operator format in the | ower nibble.

0 1 2 3 4 5 6 7
R g

| el a] len | O| O |[not] m|
LT T S L -

Bi t nask f or mat

e, a, len - Mst significant nibble: (end-of-list bit, AND bit, and
length field), as defined for in the nuneric operator fornmat.

not - NOT bit. |[If set, |ogical negation of operation.
m - Match bit. |If set, this is a bitwse match operation defined
as "(data AND value) == value"; if unset, (data AND val ue)

eval uates to TRUE if any of the bits in the value mask are set in
t he data

5.2.10. Type 10 - Packet length

Encodi ng: <type (1 octet), [op, bitmask]+>

Defines match on the total |IP packet |ength (excluding Layer 2 but
including I P header). Values are encoded using 1- or 2-byte
guantities.
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5.2.11. Type 11 - DSCP (Diffserv Code Point)

Encodi ng: <type (1 octet), [op, val ue] +>

Defines a list of {operation, value} pairs used to match the 6-bit
DSCP field [ RFC2474]. Values are encoded using a single byte,
where the two nost significant bits are zero and the six | east
significant bits contain the DSCP val ue.

5.2.12. Type 12 - Fragnent

Encodi ng: <type (1 octet), [op, bitmask]+>

Uses bitmask operand format defined above in section 5.2.9.

0 1 2 3 4 5 6 7

R g

Reser ved | LF | FF | I sF| DF |

e

Bi t nask val ues:

Bit 7 - Don't fragnment (DF)

Bit 6 Is a fragnent (IsF)

Bit 5

First fragnment (FF)

Bit 4 - Last fragnent (LF)

5.2.13. Exanpl es of Encodi ngs

An exanple of a flow specification encoding for:

all packets to

10.0.1/24 and TCP port 25".

N S S +
| destination | proto | port |
S Fommmm oo oo Fommmm oo oo +
| 0x01 18 Oa 00 O1 | 03 81 06 | 04 81 19

e N N +

Decode for protocol:

Har es
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| 0x03 | type I I
| Ox81 | operator | end-of-list, value size=l, =
| Ox06 | value | |

An exanple of a flow specification encoding for: "all packets to
10.0.1/24 from 192/ 8 and port {range [137, 139] or 8080}".

U Fom e m o a o o m e e e e e e e +
| destination | source | port |
Fom e e e e e oo oo Fomm e m oo o o e e e e e e oo +
| Ox01 18 Oa 01 01 | 02 08 cO | 04 03 89 45 8b 91 1f 90

o e e e e e oo R o m e e e e e e e e e e m +

Decode for port:

- N oo e o e e e e e eeoaooo- +
| Val ue | | |
- R o m e e e e e e e e e e e e e m s +
|  0x04 | type | |
| Ox03 | operator | size=1l, >= |
| 0x89 | val ue | 137 |
| 0x45 | operator | "AND', value size=1l, <= |
| 0x8b | val ue | 139 |
| 0x91 | operator | end-of-list, value-size=2, =

| Ox1f90 | val ue | 8080 |
S S oo e e e e e e e e e e +

This constitutes an NLRI with an NLRI length of 16 octets.
5.3. Odering of Traffic Filtering Rules

Wth traffic filtering rules, nore than one rule may match a
particular traffic flow. Thus, it is necessary to define the order
at which rules get matched and applied to a particular traffic flow
This ordering function nust be such that it nust not depend on the
arrival order of the flow specification’s rules and nust be constant
in the network.

The rel ative order of two flow specification rules is determ ned by
conparing their respective conponents. The algorithmstarts by
conparing the | eft-nost conponents of the rules. |If the types
differ, the rule with | owest nuneric type val ue has hi gher precedence
(and thus will match before) than the rule that doesn’'t contain that
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conponent type. |If the conponent types are the sanme, then a type-
speci fic conparison is perforned.

For IP prefix values (IP destination and source prefix) precedence is
given to the |owest | P value of the common prefix length; if the
common prefix is equal, then the nost specific prefix has precedence.

For all other conponent types, unless otherw se specified, the
conparison is performed by conparing the conponent data as a binary
string using the nmencnp() function as defined by the | SO C standard.
For strings of different lengths, the comon prefix is conpared. |If
equal, the longest string is considered to have higher precedence
than the shorter one.

Pseudocode:

flowrule cnp (a, b)

{
conpl = next_conponent (a);
conp2 = next_conponent (b);
while (conmpl || comp2) {

/'l conmponent type returns infinity on end-of-Ii st

i f (conmponent type(conpl) < conponent type(conp2)) {
return A HAS PRECEDENCE

}

i f (conmponent _type(conpl) > conponent_type(conmp2)) {
return B_HAS PRECEDENCE

}

i f (conmponent type(conpl) == | P_DESTINATION || | P_SOURCE) {
common = M N(prefix_|ength(conpl), prefix_|ength(conp2));
cnp = prefix_conpare(conpl, conp2, common);

/'l not equal, |owest val ue has precedence
/'l equal, |ongest match has precedence

} else {

conmon =
M N( conponent _| engt h(conpl), conponent | engt h(conp2));
cnp = nencnp(data(conpl), data(conp2), common);
/'l not equal, |owest val ue has precedence
/'l equal, |ongest string has precedence
}
}
return EQUAL;
}

Har es Expi res January 9, 2017 [ Page 18]



I nternet-Draft RFC5575bi s July 2016

When other AFI families are specified for BGP Fl ow specifications,
this |logic MIUST be expanded. O her AFl famlies include |Pv6, MPLS,
L2VPN, and NVO3 encapsul ati on.

5.4. Validation Procedure

Fl ow specifications received froma BGP peer and that are accepted in
the respective Adj-RIB-1n are used as input to the route selection
process. Although the forwarding attributes of two routes for the
same flow specification prefix may be the same, BGP is still required
to performits path selection algorithmin order to select the
correct set of attributes to adverti se.

The first step of the BGP Route Sel ection procedure (Section 9.1.2 of
[ RFC4271] is to exclude fromthe selection procedure routes that are
consi dered non-feasible. In the context of IP routing infornmation,
this step is used to validate that the NEXT _HOP attribute of a given
route i s resolvable.

The concept can be extended, in the case of flow specification NLRI
to all ow ot her validation procedures.

A flow specification NLRI nmust be validated such that it is
considered feasible if and only if:

a) The originator of the flow specification matches the origi nator
of the best-match unicast route for the destination prefix
enbedded in the flow specification.

b) There are no nore specific unicast routes, when conpared with
the flow destination prefix, that have been received froma

di fferent neighboring AS than the best-match unicast route, which
has been determined in step a).

By originator of a BGP route, we nean either the BGP originator path
attribute, as used by route reflection, or the transport address of
the BGP peer, if this path attribute is not present.

The underlying concept is that the neighboring AS that advertises the
best unicast route for a destination is allowed to advertise flow
spec information that conveys a nore or equally specific destination
prefix. Thus, as long as there are no nore specific unicast routes,
received froma different nei ghboring AS, which would be affected by
that filtering rule.

The nei ghboring AS is the imedi ate destination of the traffic

described by the flow specification. |If it requests these flows to
be dropped, that request can be honored w thout concern that it
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represents a denial of service in itself. Supposedly, the traffic is
bei ng dropped by the downstream aut ononbus system and there is no
added value in carrying the traffic to it.

BGP i npl enentati ons MJUST al so enforce that the AS PATH attribute of a
route received via the External Border Gateway Protocol (eBGP)
contains the neighboring AS in the left-nost position of the AS PATH
attribute. Wile this rule is optional in the BGP specification, it
becomes necessary to enforce it for security reasons.

6. Traffic Filtering Actions

This specification defines a mninmumset of filtering actions that it
st andar di zes as BGP extended comunity values [RFC4360]. This is not
nmeant to be an inclusive list of all the possible actions, but only a
subset that can be interpreted consistently across the network.
Addi ti onal actions can be defined as either requiring standards or as
vendor specific.

| mpl enent ati ons SHOULD provi de nechani sns that map an arbitrary BGP
community value (normal or extended) to filtering actions that
require different mappings in different systems in the network. For
i nstance, providing packets with a worse-than-best-effort, per-hop
behavior is a functionality that is likely to be inplenented
differently in different systens and for which no standard behavi or
is currently known. Rather than attenpting to define it here, this
can be acconplished by mapping a user-defined comunity value to

pl at f orm / net wor k- speci fi ¢ behavi or via user configuration.

The default action for a traffic filtering flow specificationis to
accept IP traffic that matches that particular rule.

Thi s docunent defines the foll owi ng extended communities val ues shown
in table X in the form Ox8xnn where nn indicates the sub-type.
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Table 5 - Traffic Action Extended Conmunities
Defined in this docunent

- o o m e e e e e e e e e e e e e m +
| type | extended community | encoding |
Ry . "y +
| Ox8006 | traffic-rate in bytes | 2-byte ASN, 4-byte fl oat |
| O0x8007 | traffic-action | bitmask |
| Ox8008 | redirect AS-2byte | 2-octet AS, 4-octet Val ue |
| 0x8108 | redirect |Pv4 | 4-octet |1Pv4 Address, 2-octet Val ue

| Ox8208 | redirect AS-4byte | 4-octet AS, 2-octet Val ue |
| O0x8009 | traffic-marking | DSCP val ue |
SRS U U U U +

Encodi ngs for these extended communities are described bel ow

Sonme traffic action communities may interfere with each other.
Section x.x of this specification provides rules for handling

i nterference between specific types of traffic actions, and error
handl i ng based on [ RFC7606] in section. Each definition of a traffic
action MJST specify any interface wwth any other traffic actions, any
i npact on flow specification process, and error handling per

[ RFC7606] .

The traffic actions are processed in ascending order of the sub-type
found in the BGP Extended Communiti es.

6.1. Traffic Rate in bytes (sub-type 0x06)

The traffic-rate extended community is a non- transitive extended
community across the autononobus-system boundary and uses fol |l ow ng
ext ended community encodi ng:

The first two octets carry the 2-octet id, which can be assigned from
a 2-byte AS nunmber. Wen a 4-byte AS nunber is locally present, the
2 least significant bytes of such an AS nunber can be used. This
value is purely informational and should not be interpreted by the

i npl enent ati on.

The remaining 4 octets carry the maxinumrate information in | EEE
floating point [IEEE. 754.1985] format, units being bytes per second.
Atraffic-rate of 0 should result on all traffic for the particul ar
flow to be discarded.
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Interfers wwth: Traffic Rate in packets. Process traffic rate in
byt es (sub-type 0x06) action before traffic rate action (sub-type
TBD) .

6.2. Traffic-action (sub-type 0x07)

The traffic-action extended conmunity consists of 6 bytes of which
only the 2 | east significant bits of the 6th byte (fromleft to
right) are currently defined.

40 41 42 43 44 45 46 47
T T T S
| reserved | S| T
LTI oL S S S S

where S and T are defined as:

o T: Termnal Action (bit 47): Wen this bit is set, the traffic
filtering engine will apply any subsequent filtering rules (as
defined by the ordering procedure). |If not set, the evaluation of
the traffic filter stops when this rule is applied.

o S:Sanple (bit 46): Enables traffic sanpling and | ogging for this
fl ow specification.

Interfers with: No other BGP Fl ow Specification traffic action in
t hi s docunent.

6.3. |IP Redirect (sub-type 0x08)

The redirect extended community allows the traffic to be redirected
to a VRF routing instance that lists the specified route-target in
its inport policy. |If several |ocal instances match this criteria,

t he choice between themis a local matter (for exanple, the instance
wth the | owest Route Distinguisher value can be elected). This
extended community uses the sane encoding as the Route Target

ext ended conmmunity [ RFC4360].

It should be noted that the | ow order nibble of the Redirect’s Type
field corresponds to the Route Target Extended Community format field
(Type). (See Sections 3.1, 3.2, and 4 of [RFC4360] plus Section 2 of
[ RFC5668].) The | ow order octet (Sub-Type) of the Redirect Extended
Conmmunity remains 0x08 for all three encodings of the BGP Extended
Conmunities (AS 2-byte, AS 4-byte, and | Pv4 address).

Interfers with: Al other redirect functions. Al redirect functions

are nmutually exclusive. |If this redirect function exists, then no
ot her redirect functions can be processed.
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6.4. Traffic Marking (sub-type 0x09)
The traffic marking extended comunity instructs a systemto nodify
the DSCP bits of a transiting |IP packet to the correspondi ng val ue.
This extended community is encoded as a sequence of 5 zero bytes
foll owed by the DSCP val ue encoded in the 6 |east significant bits of
6t h byte.
Interfers with: No other action in this docunent.

6.5. Rules on Traffic Action interference
The followng traffic Actions may interfere with each other:
o redirect actions,
o traffic rate actions, and

0 encapsul ation actions.

This specification has the following rules regaarding nultiple
traffic actions to prevent the interference:

1. Al redirect actions are nmutually exclusive. Presence of nore
than one results in no redirect.

2. If multiple rate actions are present, these are applied in
ascendi ng order of the sub-type.

3. Sone actions are unique, and may operate independently. For
exanpl e, an MPLS push/pop action is unique.

4. Each additional flow specification Action nust specify:
* whether it is aredirect or rate action,

* whether the action is unique or if it interfers with other
actions,

* |f the action interfers with other actions, the handling nust
be specified if both the action and other interfering actions
exi st are associated with a Fl ow specification NLRI

7. Dissemnation of Traffic Filtering in BGP/ MPLS VPN Net wor ks
Provi der-based Layer 3 VPN networks, such as the ones using a BGP/

MPLS | P VPN [ RFC4364] control plane, have different traffic filtering
requi renents than Internet service providers. This docunment proposes
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an additional BGP NLRI type (AFI=1, SAFI=134) val ue, which can be
used to propagate traffic filtering information in a BGP/ MPLS VPN
envi ronment .

The NLRI format for this address famly consists of a fixed-length
Route Distinguisher field (8 bytes) followed by a fl ow specification,
foll ow ng the encodi ng defined above in section x of this docunent.
The NLRI length field shall include both the 8 bytes of the Route

Di stinguisher as well as the subsequent flow specification.

Y +
| length (Oxnn or Oxfn nn) |
U +
| Route Distinguisher (8 bytes)|
o m e e e e e e e e e e e m +
| NLRI val ue (vari abl e)

Y +

Figure 2: Flow spec NLRI for MPLS
Propagation of this NLRI is controlled by matching Route Target
extended communities associated with the BGP path advertisement with
the VRF inport policy, using the sane nechani sm as described in "BGP/
MPLS | P VPNs" [ RFC4364].
Fl ow specification rules received via this NLRI apply only to traffic
that belongs to the VRF(s) in which it is inported. By default,
traffic received froma renote PE is switched via an MPLS forwarding
decision and is not subject to filtering.

Contrary to the behavior specified for the non-VPN NLRI, flow rules
are accepted by default, when received fromrenote PE routers.

7.1. Validation Procedures for BGP/ MPLS VPNs
The validation procedures are the sane as for |Pv4.
7.2. Traffic Actions Rules
The traffic action rules are the same as for |Pv4.
8. Limtations of Previous Traffic Filtering Efforts
8.1. Limtations in Previous DDOS Traffic Filtering Efforts

The popul arity of traffic-based, denial-of-service (DoS) attacks,
whi ch often requires the network operator to be able to use traffic
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filters for detection and mtigation, brings with it requirenents
that are not fully satisfied by existing tools.

Increasingly, DoS mtigation requires coordination anong sever al
service providers in order to be able to identify traffic source(s)
and because the volunmes of traffic may be such that they wll
otherwi se significantly affect the performance of the network.

Several techniques are currently used to control traffic filtering of
DoS attacks. Anong those, one of the nost common is to inject

uni cast route advertisenents corresponding to a destination prefix
bei ng attacked. One variant of this technique marks such route
advertisenments with a community that gets translated into a discard
Next-Hop by the receiving router. Oher variants attract traffic to
a particular node that serves as a determ nistic drop point.

Usi ng uni cast routing advertisenents to distribute traffic filtering
i nformati on has the advantage of using the existing infrastructure
and inter-AS comuni cation channels. This can allow, for instance, a
service provider to accept filtering requests fromcustoners for
address space they own.

There are several drawbacks, however. An issue that is imediately
apparent is the granularity of filtering control: only destination
prefixes may be specified. Another area of concern is the fact that
filtering information is intermngled with routing information.

The nmechani smdefined in this docunent is designed to address these
limtations. W use the flow specification NLRI defined above to
convey information about traffic filtering rules for traffic that
shoul d be di scar ded.

8.2. Limtations in Previous BGP/ MPLS Traffic Mnitoring

Provi der-based Layer 3 VPN networks, such as the ones using a BG~/
MPLS | P VPN [ RFC4364] control plane, have different traffic filtering
requi renents than Internet service providers.

In these environnments, the VPN custonmer network often has traffic
filtering capabilities towards their external network connections
(e.g., firewall facing public network connection). Less comon is
the presence of traffic filtering capabilities between different VPN
attachnment sites. In an any-to-any connectivity nodel, which is the
default, this means that site-to-site traffic is unfiltered.

In circunstances where a security threat does get propagated inside

the VPN custoner network, there may not be readily avail able
mechani snms to provide mtigation via traffic filter.
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The BGP Fl ow Specification version 1 addresses these Iimtations.

3. Limtations in BGP Flow Specification for SDN NFV Applications
The SDN/ NFV applications which use centralized control of network
traffic via dynamc distribution of traffic filters can utilize the
BGP Fl ow Specification version 1 described in this draft with a fixed
order to traffic filter matches. However, for control of |arge
amounts of data a user-defined order to traffic matches and actions
may be required.

Traffic Mnitoring

Traffic filtering applications require nonitoring and traffic
statistics facilities. Wiile this is an inplenentation-specific
choi ce, inplenmentations SHOULD provi de:

o0 A nechanismto | og the packet header of filtered traffic.

0 A mechanismto count the nunber of matches for a given flow
speci fication rule.

| ANA Consi derati ons
This section conplies with [ RFC7153]
1. AFI/SAFI Definitions
For the purpose of this work, | ANA has allocated val ues for two
SAFls: SAFI 133 for |Pv4 dissem nation of flow specification rules
and SAFI 134 for VPNv4 di ssem nation of flow specification rules.
2. Flow Conmponent definitions
A flow specification consists of a sequence of flow conponents, which
are identified by a an 8-bit conponent type. Types nust be assigned
and interpreted uniquely. The current specification defines types 1
t hough 12, with the value 0 being reserved.
| ANA created and naintains a new registry entitled: "Flow Spec
Conponent Types". The follow ng conponent types have been
regi stered:

Type 1 - Destination Prefix

Type 2 - Source Prefix

Type 3 - | P Protocol
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Type 4 - Port

Type 5 - Destination port
Type 6 - Source port

Type 7 - 1 CVP type

Type 8 - | CWP code

Type 9 - TCP fl ags

Type 10 - Packet |ength
Type 11 - DSCP

Type 12 - Fragnment

In order to manage the |limted nunber space and accommpdat e sever al
usages, the follow ng policies defined by RFC 5226 [ RFC5226] are

used:
R . e +
| Range | Policy |
S S U e +
| O | I'nvalid val ue |
| [1 .. 12] | Defined by this specification |
| [13 .. 127] | Specification Required |
| [128 .. 255] | First Cone First Served |
. Y +

The specification of a particular "flow conponent type" nust clearly
identify what the criteria used to match packets forwarded by the
router is. This criteria should be neani ngful across router hops and
not depend on val ues that change hop-by-hop such as TTL or Layer 2
encapsul ati on.

The "traffic-action"” extended conmunity defined in this docunent has

46 unused bits, which can be used to convey additional nmeaning. |ANA
created and maintains a new registry entitled: "Traffic Action
Fi el ds". These val ues shoul d be assigned via | ETF Review rules only.

The followng traffic-action fields have been all ocated:
47 Term nal Action
46 Sanpl e

0-45 Unassi gned
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10.

11.

3. Extended Community Flow Specification Actions

The Extended Community FLow Specification Action types consists of
two parts: BGP Transitive Extended Comrunity types and a set of sub-

t ypes.

| ANA has updated the follow ng "BGP Transitive Extended Comunity
Types" registries to contain the values |listed bel ow

0x80 - CGeneric Transitive Experinental Use Extended Conmmunity Part
1 (Sub-Types are defined in the "Generic Transitive Experi nental
Ext ended Community Part 1 Sub- Types" Registry)

0x81 - Ceneric Transitive Experinental Use Extended Community Part
2 (Sub-Types are defined in the "Generic Transitive Experinental
Ext ended Conmunity Part 2 Sub- Types" Registry)

0x82 - Generic Transitive Experinental Use Extended Community Part
3 (Sub-Types are defined in the "Generic Transitive Experi nental
Use Extended Conmunity Part 3 Sub- Types" Registry)

RANGE REGQ STRATI ON PROCEDURE

0x00- Ox bf First Come First Served

0xcO- Oxf f | ETF Revi ew

SUB- TYPE VALUE NAVE REFERENCE

0x00- 0x05 unassi gned

0x06 traffic-rate [this docunent]

0x07 traffic-action [this docunent]

0x08 Fl ow spec redirect |Pv4d [ RFC5575] [ RFC7674]
[this docunent]

0x09 traffic-marking [this docunent]

0x10- Oxf f Unassi gned [this docunent]

Security Considerations

Inter-provider routing is based on a web of trust. Neighboring

aut ononous systens are trusted to advertise valid reachability
information. If this trust nodel is violated, a neighboring

aut ononmous system nay cause a deni al -of -service attack by adverti sing
reachability information for a given prefix for which it does not
provi de service.

As long as traffic filtering rules are restricted to match the
correspondi ng unicast routing paths for the relevant prefixes, the
security characteristics of this proposal are equivalent to the
existing security properties of BGP unicast routing.
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12.

13.

14.

14.

Wiere it is not the case, this would open the door to further denial-
of - servi ce attacks.

Enabling firewall-1ike capabilities in routers without centralized
managenent coul d nmake certain failures harder to di agnose. For
exanple, it is possible to allow TCP packets to pass between a pair
of addresses but not | CWP packets. It is also possible to permt
packets smaller than 900 or greater than 1000 bytes to pass between a
pai r of addresses, but not packets whose length is in the range 900-
1000. Such behavi or may be confusing and these capabilities should
be used with care whether manual ly configured or coordi nated through
t he protocol extensions described in this docunent.
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